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ABSTRACT
We describe and evaluate a query minimization technique
that applies to XQueries, which are nested, perform arbi-
trary joins, and freely mix bag and set semantics. These
features create key challenges that fundamentally extend
the problem of minimizing conjunctive queries (no nesting,
no mixed semantics) or tree pattern XPath expressions (no
nesting, no joins, no bag semantics). The technique detects
and removes redundant navigation across and within nested
subqueries. An important application of this technique is
group-by detection.

1. Introduction
The wide acceptance of XML as the electronic data ex-

change format on the web has put the W3C standard XML
query language XQuery [30] at the center stage of XML pro-
cessing tools. XQueries navigate the input XML tree and
output a new XML tree. Regardless of the query execution
model, answering XML queries e�ciently requires the min-
imization of navigation, i.e. the elimination of redundant
navigation.

Redundant XML navigation arises naturally and unavoid-
ably in nested queries, where the subqueries perform naviga-
tion that is redundant relative to the query they are nested
in. A common case is that of queries that perform grouping
in order to restructure or aggregate the source data. The
grouping is typically expressed using a combination of self-
join and nesting, in which the navigation in the nested, inner
subquery completely duplicates the navigation of the outer
query. (see Example 1.1). Another typical scenario pertains
to mediated data integration achitectures, where queries re-
sulting from unfolding the views [19, 15] in the original
client queries contain nested and often redundant subqueries
(when the navigation in two view de�nitions overlaps). This
scenario gives rise to redundant queries even in a purely re-
lational context.

The minimization problem has been studied in-depth for
(unnested) relational conjunctive queries [5, 2] and, in an
XML context, for a restricted form of XPath expressions
corresponding to tree patterns [20, 3, 23] but so far it has
not been addressed for nested XML queries. In this paper,
we describe and evaluate a minimization technique for such
queries, using the standard XQuery language [30] to express
them. The key challenges we faced in developing the tech-
nique were posed by the fact that

1. XQueries are nested (as opposed to conjunctive queries
and tree patterns).

2. XQueries perform arbitrary joins (in contrast to tree
patterns, which correspond to acyclic joins).

3. XQueries freely mix bag and set semantics (as opposed
to allowing either pure bag or pure set semantics in
relational queries, and only set semantics in tree pat-
terns).

It turns out that the above XQuery characteristics funda-
mentally change the nature of the minimization problem,
such that previously proposed algorithms for conjunctive
query [5, 2] and tree pattern minimization [3, 23] do not
apply.

Example 1.1 illustrates a very common case in which re-
dundant navigation across nesting levels cannot be avoided
and its elimination is required for an e�cient implementa-
tion.

EXAMPLE 1.1 Consider the following query that groups
book titles by authors (it is a minor variation of query
Q4 from the XMP use case in W3C’s list [28]). Since the
XQuery syntax does not provide an explicit group-by key-
word, the only way to specify this grouping is by using nested
loops. 1

let $doc := document(\input.xml")
for $a in distinct-values($doc//book/author)
return
hresulti f $a g

f for $b in $doc//book
where some $ba in $b/author

satis�es deep{equal ($ba,$a)
return $b/title g

h/resulti

Notice that the for loop binding $a (from now on called the
$a loop) has set semantics, all others have bag semantics.2

The straightforward nested-loop execution of this query is
wasteful since the nested loops (the $b for loop and the $ba
some loop) are redundant: the $a loop has already navigated

1The distinct-values() function eliminates duplicates, com-
paring elements by value-based equality, the same kind of
comparison as performed by deep{equal [30].
2According to the XQuery speci�cation [29], the collection
of bindings of a variable is a list. However, the distinct-
values function removes duplicates from this list and leaves
the result non-deterministically ordered. Such lists really
represent sets. Any subsequent variable binding which does
not use the distinct-values function results in a list with
duplicates, ordered non-deterministically, i.e. a bag.
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to the corresponding book and author elements. In this
case, we say that the redundant navigation appears across
nested subqueries, where nesting is w.r.t. the return clause.
Clearly there is a more e�cient implementation (inspired by
a well-known OQL optimization [7]): eliminate the redun-
dant navigation by scanning books and authors just once
and then apply a group-by operation. In order to express
this plan, we extend XQuery with a new groupby construct,
obtaining

for $b in $doc//book, $a in $b/author
return groupby $a into $L as
hresulti f $a g

f $L/tuple/b/title g
h/resulti

The semantics of the groupby operator will be explained for-
mally in Section 4. Here, we just point out that each group
corresponding to a binding of the group-by variable $a is a
list $L of tuples of bindings for all non-group-by variables
in whose scope the groupby appears (only $b in this case).
To avoid introducing a new data type into the XML data
model, we encode tuples as XML elements tagged tuple.
The binding of variable $b is the contents of a subelement
tagged b. The XPath expression $L=tuple=b simulates the
projection of this list on the component corresponding to
the binding of $b, thus eliminating the need for a fresh nav-
igation to book elements on the input document. 3 �

It turns out that, when attempting to perform grouping
by more than one variable, the resulting XQueries contain
redundant navigation both across and within subqueries.

EXAMPLE 1.2 The following nested XQuery groups on
two variables (book titles are grouped by author and year
of publication).

for $a in distinct-values($doc==book=author),
$y in distinct-values($doc==book=year),

where some $b in $doc==book satis�es
$b=author = $a and $b=year = $y

return
hresultif$a; $y g

for $b0 in $doc==book [author = $a][year = $y]
return $b0=title

h/resulti

(1)

Notice the use of join equality conditions on author and
year in the $b0 loop.

Once again, the navigation of the outermost subquery (the
$a and $y loops) is duplicated by the nested subquery (the
$b0 loop). In addition, redundant navigation occurs also
within the outermost subquery: the some loop binding $b
navigates to book, author and year elements, all of whom
are also visited by the $a and $y loops. Eliminating the
redundant navigation, we obtain

for $b in $doc//book, $a in $b/author, $y in $b/year
return groupby $a,$y into $L as
hresulti f $a, $y g

f $L/tuple/b/title g
h/resulti

(2)

3Of course an e�cient implementation will store genuine tu-
ples in the groups, extracting bindings through tuple projec-
tion. The XML navigation is just surface syntax for �b($L).

Notice the grouping on both $a and $y.
Of course, any solution for �nding this rewriting has to

work on syntactically di�erent but semantically equivalent
versions of the original query. For example, query (1) can be
alternatively expressed as shown below. While apparently
more complicated than query (1), version (3) is what an
expert user would write, since it results in a more e�cient
execution plan, that avoids redundant navigation within the
same subquery (in fact this is the most e�cient way to per-
form grouping by multiple variables in XQuery).

for $p in distinct-values(
for $b1 in $doc==book,

$a1 in $b1=author; $y1 in $b1=year
return hpairihai$a1h/aihyi$y1h/yih/pairi),

$a in $p=a=�,
$y in $p=y=�

return
hresultif$a; $yg

for $b0 in $doc==book[author = $a][year = $y]
return $b0=title

h/resulti

(3)

The outermost for loop binds the variable $p to distinct
pairs of author and year subelements of some book element.
For each pair, the nested $b0 loop retrieves the correspond-
ing book elements. This loop is the unavoidable redundant
navigation across subqueries. �

In all examples seen so far, the navigation in the nested
subquery duplicates all navigation from the outer subquery.
In general however, the overlap between navigations can be
partial. For example, replace the $b0 loop in query (1) with

for $b0in $doc==book[author = $a][year = $y][price < 10]

The resulting query groups book titles by author and year,
but then �lters the groups to keep only books of price less
than 10. The navigation to book, author and year elements
now repeats that of the outer subquery, but the navigation
to price is not redundant.

Goal of this work. The minimization technique we
propose rewrites both queries (1) and (3) to (2). For the
rewriting of the variation with the condition on price, see
Appendix A. More generally, this technique detects and
eliminates redundant navigation within and across nested
subqueries. As a side-e�ect, it uni�es and generalizes prior
solutions for tree pattern minimization and group-by detec-
tion. The latter is really the particular case of minimization
when the navigation in the nested subquery duplicates all
navigation from the outer subquery.

An important XQuery subset. Even in the absence of
nesting, depending on the class of XQueries considered, the
complexity of simply checking if a navigation step is redun-
dant varies widely: from undecidable for the full XQuery
language (which is Turing complete) to all over the spec-
trum for restricted classes of XQueries.4 Towards a prac-
tical implementation, in Section 4 we identify a subset of

4PTIME for basic tree patterns [3], coNP-complete for tree
patterns with wildcard child navigation [20], NP-complete
for tree patterns with value-based equality conditions, �p

2-
complete for the latter when extended with any combination
of wildcard child or ancestor navigation, disjunction, or id-
based equality conditions [8], PSPACE-complete for the lat-
ter when the domain of XML tags is �nite and beyond [21].
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XQuery whose minimization is both feasible and bene�cial,
and which is still quite expressive: it allows mixed seman-
tics and the navigation it performs generalizes tree patterns
with nesting and arbitrary joins.

The contributions of this work are the following.
Minimization algorithm. We provide a minimization

algorithm that fully removes redundant navigation in XQueries
from the above subset. The algorithm can also be ap-
plied to fully-
edged XQueries by focusing on subexpres-
sions corresponding to this subset. Our algorithm is not a
straightforward generalization of tree pattern minimization.
To enable it, we had to extend XQuery with an explicit
groupby operator, and we introduced a new type of mini-
mization step, called collapsing. The groupby operation
reduces mixed (bag and set) semantics to pure set seman-
tics for all XQueries from our subset. In addition, it allows
us to express queries in which the navigation performed on
a nesting level reuses the navigation performed on higher
levels, as seen in Example 1.2. Furthermore, this operation
is highly bene�cial for its e�cient execution on an algebra-
based XQuery engine, as recognized in [25].

We provide normalization rules (in Section 4) that capture
the interaction between the groupby construct and standard
XQuery constructs. The minimization algorithm is applied
on the resulting normal forms and it outputs queries with
explicit groupbys. The collapse step consists in adding to
a subquery identity-based equality conditions between its
variables to state that their bindings are the same. This
departs from the spirit of minimization steps used for tree
patterns, which remove variables [3, 23]. The removal step
alone turns out to be insu�cient for nested XQueries, as
they not only fail to �nd a minimal form, but depending
on the application order, they yield several distinct queries,
each non-minimal.

A theoretical study. We prove the existence of a unique
minimal form for the navigation part of any query from the
XQuery subset (Theorem 6.1) and show that our algorithm
is guaranteed to �nd it regardless of the order in which it
applies collapse steps (Theorem 6.2). The unique minimal
form is a pleasant surprise because even though uniqueness
holds for conjunctive queries and tree patterns, this is an
open problem for nested OQL queries. This in turn is a
consequence of the open problem of deciding their equiva-
lence [16]. The groupby operator turns out to be crucial in
expressing this unique minimal form.5

Even in the absence of nesting, arbitrary joins increase
the complexity of minimization even for XPath expressions
described by tree patterns: from PTIME [3, 23] to NP-
hard [8]. Minimization of queries from our XQuery subset
is NP-complete. We show that our minimization algorithm
behaves optimally on every input: it runs in PTIME on ba-
sic tree patterns, and in NP in the presence of nesting and
arbitrary (cyclic) joins.

A study of feasibility and worthwhileness. Although
the problem we tackle is NP-complete, we prove the prac-
ticality of our solution experimentally. We surmounted the
NP-hardness obstacle by providing a careful implementa-
tion which reduces the exponentiality to an approximation
of the tree width of the query (small in practice), as op-
posed to the number of navigation steps (may reach tens in

5Contrast this with conjunctive queries and tree pattern
XPath expressions, where the minimal form is an expres-
sion in the same language.
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Figure 1: System Architecture

practice). We evaluated the algorithm measuring the mini-
mization time for increasingly complex queries that contain
redundant navigation across and within each nesting level,
and showing that the algorithm scales well. We also provide
data points that prove the bene�cial e�ect of minimization
on the total execution time.

2. System Architecture
Figure 1 shows the architecture of the minimization mod-

ule. Its �rst stage extends XQuery with a groupby construct,
in the spirit of OQL [4], and applies a set of normalization
rules that rewrite the given query into a normal form, called
GNF , which uses groupby and a minimal number of XQuery
syntactic structures.

For example, the GNF Query 4 below is the normal form
of Query 1. Notice that there are no more distinct-values
keywords, the some loops have been turned into for loops,
all in expressions contain a single navigation step and the
where clauses are conjunctions of equality conditions be-
tween variables. When a variable in the groupby clause ap-
pears in brackets, (such as [$t] above), the grouping is done
by comparing its bindings by identity. Otherwise, the com-
parison is done by value (this is the case for $a). Section 4
explains the groupby operation in detail. The reader should
ignore the Qi annotations for the time being.

Q1(; $a; $y)

8

>

>

>

>

>

<

>

>

>

>

>

:

for $b1 in $doc==book; $a in $b1=author;
$b2 in $doc==book; $y in $b2=year;
$b3 in $doc==book; $a3 in $b3=author;
$y3 in $b3=year

where $a = $a3 and $y = $y3
return groupby $a; $y as
hresulti$a; $y;

Q2($b0; )

8

>

>

<

>

>

:

for $b0 in $doc==book; $a0 in $b0=author;
$y0 in $b0=year

where $a0 = $a and $y = $y0

return groupby [$b0]as

Q3($t; )

�

for $t in $b0=title
return groupby [$t] as

$t
h/resulti

(4)

Normalization does not solve the minimization problem
by itself, as we still have to identify which navigations are
reusable.
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The second stage of the minimization module further sim-
pli�es the minimization task by decoupling the navigation
components of the GNF query the components that con-
struct the resulting XML trees. This is a straightforward
task since GNF has already consolidated the navigation op-
erations in the in clause of for statements. The navigation
components result into a NaviG query query that describes
the navigatiion on the XML tree, the binding of the variables
to tree nodes, and the grouping of the bindings according to
the structure of the nested queries. The components that
construct XML trees constitute the tagging stage. Its e�-
cient implementation has been addressed by prior work [19,
10].

Let N be the NaviG query describing the navigation of
GNF query G. The CCC algorithm minimizes the redun-
dant navigation in N (across and within its subqueries),
using an algorithm based on repeatedly collapsing a redun-
dant navigation step into one that subsumes it, until no
remaining steps are redundant. Let M be the minimized
NaviGquery obtained in this way. The last stage of the min-
imization module couples M with the tagging stage of the
GNF query, obtaining a new (minimized) GNF query.

The minimization module can be easily introduced as an
extra optimization stage in XQuery processors. We have
built it as part of the UCSD XSM system, which evalu-
ates queries on XML �les. One can immediately incorporate
it in XQuery engines that are enhanced with an OQL-like
group-by operator, such as the one by Enosys Software [24].
Furthermore, many emerging XQuery engines are based on
algebras [27, 13] that include grouping operators. One can
easily translate GNF into such algebras.

3. Related Work
There is an extensive body of work on nested query op-

timization, for relational (SQL) and object-oriented queries
(see [6], respectively [7] and the references within). In the
relational case, nesting is addressed only within the SQL
from and where clauses, but not in the select clause. This
corresponds to the where and for clauses in XQuery, but
not the return clause, which is the nesting we focus on. In
the context of object queries such as OQL [4], nesting in
the select clause has been considered [7]. For both OQL
and SQL, the main e�ort is that of unnesting nested queries
(merging query blocks). The group-by operation is crucially
exploited to this end, by evaluating a nested query using
an outerjoin followed by a group-by operation. See [14,
12] for the relational case, [7] for the object-oriented one,
and [19, 25] for XML query evaluation. Such rewrites have
only limited applicability when bag and set semantics are
mixed [22] or the nesting occurs in the select clause. We de-
rive the most bene�t from our techniques in precisely these
situations. By uniformizing set and bag semantics we en-
able further unnesting for a large class of XQueries. Once
no more unnesting is possible, we minimize across nested
query blocks. One of our rewrites introduces group-by op-
erations with every for loop, exploiting the well-known fact
that the distinct-values operation is a special case of group-
by [6]. Another common fact we exploit was recognized
in [22], namely that quanti�ers are not a�ected by dupli-
cates. There is an interesting duality between our technique
and the generalization of predicate pushdown [26] to nested
(SQL) queries in [15]. The latter pushes conditions from
the where clause of a query into its nested subqueries. Our

technique on the other hand pulls for loops up from nested
queries. At every pull-up step, we check that the obtained
query is equivalent to the original one.

A basic operation performed during minimization is check-
ing equivalence of NaviG queries. The existence of a decision
procedure for equivalence of Xqueries from our subset is a
result that also made possible the proof of uniqueness of min-
imal NaviG queries. This is in contrast to the open problem
of deciding equivalence of nested OQL queries. [16] provides
a partial solution that decides weak equivalence which may
ignore empty groups returned by the queries. We do not
ignore empty groups.

Two seeminlgy unrelated XML query optimization tech-
niques reduce to minimization and so they are uni�ed by our
algorithm. These techniques are tree pattern minimization
and group-by detection. Existing algorithms for the mini-
mization of tree patterns consider no nesting, no arbitrary
joins, and only set semantics [3, 23]. These develop e�-
cient PTIME algorithms making crucial use of all of these
restrictions, and therefore these algorithms do not apply to
our more general setting. When the XQuery input to our
algorithm corresponds to a tree pattern, the running time is
polynomial as well. Group-by detection is particularly im-
portant in XQuery, where surface syntax does not include a
group-by construct. [25] uses algebraic rewriting for nested
queries that perform grouping. Our algorithm solves this
problem as a special case of minimization.

4. Framework
XML We model an XML document D as a labeled tree of
nodes NXML, edges EXML, a function � : NXML ! Constants
that assigns a label to each node, and a function id : NXML !
IDs that assigns a unique id to each node. We ignore node
order for now. The Appendix comments on the changes
needed in order to incorporate order. Figure 3 illustrates a
tree that serves as our running example.

4.0.0.1 XQuery.
We consider two XQuery [30] subsets, designated as XQueryw

and XQueryw and described in Figure 2. They both allow
navigations only along the children (=) and descendant (==)
axes of XPath, existential quanti�cation using the some : : : satis�es
clause, conjunctive conditions, element creation ability, deep
equality and duplicate elimination using the distinct-values
function. Arbitrary nesting of expressions is also allowed.
User-de�ned functions are not allowed in either.

Both XQuery subsets can be easily extended with XQuery
\syntactic sugar", such as predicates in the path expres-
sions and path expressions in the conditions (both present
in Queries 1.2 and 3). Such features do not alter the proper-
ties of the XQuery subsets and are easily reduced to the core
syntaxes of our XQuery subsets using well-known rewriting
rules [9, 18]. For example, the Query 1.2 is equivalent to
the XQueryw Query 1 and Query (5) is equivalent to the
Query 3.

(1) for $a in distinct-values(for $b1 in $d==book
return $b1=author)

$y in distinct-values(for $b2 in $d==book
return $b2=year)

where some $b3 in $d==book satis�es
some $a3 in $b3=author satis�es
some $y3 in $b3=year satis�es
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$a = $a3 and $y = $y3
return
hresulti
f$a; $yg
ffor $b0 in (for $t in $d==book

where some $a2 in $t=author satis�es
some $y2 in $t=year satis�es
$a2 = $a and $y2 = $y

return $t)
return $b0=titleg
h/resulti

let $d := document(‘input:xml0)
for $p in distinct-values(

for $b1 in $d==book;
$a1 in $b=author; $y1 in $b=year

return hpairihai$a1h/ai hyi$y1h/yih/pairi );
$a in $p=a=�;
$y in $p=y=�
return
hresulti
f$a; $yg
ffor $b0 in (for $t in $d==book
where some $a2 in $t=author satis�es
some $y2 in $t=year satis�es
$a2 = $a and $y2 = $y
return $t)

return $b0=titleg
h/resulti

(5)

The subset XQueryw allows id-based (==) equality in
the conditions and wildcards in name (tag) tests. As we
will discuss in Section 6, the produced minimized form of a
XQueryw query is guaranteed to be the unique (up to vari-
able renaming) minimal GNF equivalent of the given query.
There is no guarantee of minimality for what the system
produces when it is given a XQueryw query. Indeed, it is
an open question whether there is a unique minimal GNF
equivalent.

Our subsequent discussion of the grouping construct ben-
e�ts from perceiving the FLWR expressions of XQuery as
generating sets of tuples of variable bindings. For every tu-
ple generated by the for , let , and where clauses, the return
expression XQ is instantianted with the variable bindings
and the results of the instantiations of XQ are concatenated.

A variable V of an expression E that is not within the
scope of a FLWR operator that de�nes it is called free. We
will assume that variables that are free in the outermost
XQuery expression are bound to the input documents of the
query. For example, we could omit the �rst line of Query 5.
Then the variable $d becomes free and is assumed to be
bound to the input document.

4.0.0.2 Group›By.
We extend FLWR into FLWRG statements by introduc-

ing a group-by clause, directly in
uenced by OQL’s GroupBy
[4]. The arguments of groupby (see Figure 5) are a list of
groupby variables G1; : : : ; Gk, the name of a partition vari-
able P (which is optional and explained below), and the
result expression XQ.

A group-by modi�es the tuple set produced by the for , let,
and where clauses. In particular it outputs a tuple set that

XQ j hnifXQ1g : : : fXQmgh=ni

element construction (6)

j XQ1(=j==)Path (7)

j (for Var1 in XQ1; : : : ;Varn in XQn (8)

let Var0

1 := XQ0

1; : : : ;Var0

n := XQ0

n) +

(where CondList)?

return XQ

j distinct-values(XQ) (9)

j Var (10)

j NameTest (11)

Path ::= NameTest ((=j==)NameTest)� (12)

CondList ::= Cond (and Cond)� (13)

Cond ::= Var1 = (Var2jConstant) (14)

j deep{equal (Var1;Var2) (15)

j some Var in XQ satis�es Cond (16)

NameTest ::= Constant (17)

The XQueryw subset

Cond ::= Var1(= j ==)(Var2jConstant) (18)

NameTest j Constantj* (19)

The XQueryw subset: Replace Productions 14 and 17 with 18 and 19

Figure 2: Subsets of XQuery

has exactly one tuple for every set of tuples that have equal
groupby variable bindings, as illustrated in Figure 4. Equal-
ity may be either identity-based or value-based, depending
on whether each variable Gi appears as [Gi] (identity) or Gi

(value). In OQL fashion, a new variable binding is created
for the fresh variable P and binds to a nested table that has
the tuples that belong to this group. However, in order to
stay within the XPath syntax, we emulate the nested table
with a special partition element that contains tuple elements,
which, in turn, contain elements named after the names of
the aggregated variables, excluding $.

EXAMPLE 4.1 Consider again the GNF query (2). Fig-
ure 4 illustrates the tuple sets generated by the for statement
F and the groupby statement G1.
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Figure 4: E�ect of Group-By’s on Running Example

XQ ::= hnifXQ1g : : : fXQmgh=ni

j for (Var1 in Path1; : : : ;Varn in Pathn(2)

where CondList

return groupby (G1j[G1]); : : : ; (Gkj[Gk])

(into P )? as XQ

Path ::= NameTest ((=j==)NameTest)�

CondList ::= Cond (and Cond) �

Cond ::= Var1 = (Var2jConstant)

Figure 5: GNF Syntax

4.0.0.3 The Group›By Normal Form GNF.
We transform XQuery statements into the GNF normal

form, which includes the group-by construct. In GNF FLWR
operators are replaced by FLWRG operators where the in
clauses of the FLWRG expressions may only be path expres-
sions. The introduction of group-by enables the simpli�ca-
tion of the queries and the uniform treatment of lists and
sets. In particular, GNF replaces distinct-values() with ap-
propriate use of value-based groupby. In addition, some
conditions are also simpli�ed with the use of groupby. GNF
queries are divided into GNF w and GNF w, in identical
fashion to the division of XQuery queries.

GNF decouples the navigation and conditioning stages of
the query to the maximum extent. Notice that paths are
allowed only in the in expressions. Hence, every variable is
obtained directly from a path navigation on the source.

The translation from XQuery to GNF is achieved by ap-
plying the set of normalization rules until they cannot by
applied any more. Some of those rules are well known sim-
pli�cation rules of XQuery; they are used extensively both
in reducing XQuery to its formal core [9] as well as in query
optimization [18]. We focus the presentation on the rules
that are particular to groupby (Table 2). Note however,
that due to interplay between the two sets of rules, we can-
not �rst apply all non group-by ones and then all group-by
ones. The following example illustrates the reduction of an
XQuery into GNF.

EXAMPLE 4.2 The following Query 1 is equivalent to
the Query 1 of Section 1, after having reduced it into our
XQuery subset.

By applying Rule 4 twice on the distinct-values clauses
of the outermost for we replace distinct-values with group-
ing by value. Notice that many rules involving FLWR and
FLWRG expressions (such as Rule 4) are presented using

FLWR/FLWRG that de�ne exactly one variable, whenever
the extension to multiple variables is obvious. Similarly,
we turn all FLWRs that do not involve distinct-values into
FLWRG expressions that involve grouping by identity by
employing Rule 5. The net e�ect of those changes is the
following query, which is not yet in GNF form.

(3) for $a in for $b1 in $d==book
return groupby [$b1] as $b1=author

$y in for $b2 in $d==book
return groupby [$b2] as $b2=year

where some $b3 in $d==book satis�es
some $a3 in $b3=author satis�es
some $y3 in $b3=year satis�es
$a = $a3 and $y = $y3

return groupby $a; $y as
hresulti
f$a; $yg
ffor $b0 in (for $t in $d==book

where some $a2 in $t=author satis�es
some $y2 in $t=year satis�es
$a2 = $a and $y2 = $y

return groupby [$t] as $t)
return groupby [$b0] as $b0=titleg
h/resulti

By applying Rule 6 the some structures are eliminated.
Notice that the variables de�ned in some do not partici-
pate in the groupby variable lists. Rules 7 and 8 exploit the
associativity of FLWRG statements to eliminate FLWRG
statements that appear in generator expressions. There are
similar rules that eliminate concatenations and element con-
structions from the generators of FLWRG’s but they are not
needed in our running example. Notice the di�erence of the
rules depending on whether it is a group-by value or a group-
by identity. Finally, by the application of similar rules we
eliminate paths from the return expressions, hence arriving
at the GNF Query (4) of Section 2. �

In the Appendix we an additional example: the reduction
of Query 3 into GNF. Notice that not all XQueries are re-
ducible to GNF. Intuitively, they are reducible when they do
not involve set equality, i.e., when they do not construct sets
of trees that subsequently either (i) participate in equality
comparisons (both = and == comparisons are problematic)
or (ii) are used as group-by keys. As is well known from
both relational and OO query processing, minimization and
containment problems become undecidable once set equal-
ity is allowed. Though special cases are doable, due to space
reasons we do not investigate such cases.

EXAMPLE 4.3 We illustrate next a non-reducible query.
Assume that we want to group books by author sets, i.e.,
build a group for each set of books with identical author sets.
We can achieve this with the following modi�cation of the
Query in Example 1.1:

for $a in distinct-values( for $b1 in $doc//book
return hauthorlisti$b1=author
h/authorlisti)

return
hresulti f $a g

f for $b2 in $doc//book
$ba in hauthorlisti$b2=authorh/authorlisti
where deep{equal ($ba,$a)
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